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Abstract—Tracklet plots (TPs) describe the motion patterns
of a small crowd or a large group of people in a given short
time span. This feature can be useful in the context of a Bagof-Words modelling for the recognition of events or actions that
unfold in the scene. This work describes a method where evidence
from multiple viewpoints is combined. By obtaining this feature
for each of the views, and synchronising the available video
streams, a feature-level fusion method by concatenation can be
effortlessly applied. The presented system is able to recognise
specific events in large groups of people from multiple cameras,
and to perform equally well as compared to the best single
view available. Furthermore, the dimension of the concatenated
feature can be reduced by one order of magnitude without loss
of performance.

I.

I NTRODUCTION

Analysing and detecting interesting events in groups of
people and crowds is of great interest to many different
fields: from urban and big event planning and management,
to commercial applications in malls, to security in airport
concourses and other indoor or open air spaces [1]–[3]. In
such facilities, systems that employ a single camera cannot
deal with the situation, due to occlusions, and the size of the
groups of people, that might span through multiple views [4].
This work presents a method which fuses information from
multiple cameras, so that events occurring in the scene can
be detected and further action can be taken accordingly. The
information combined is based on the motion patterns of the
people present in each view—their tracklet plots [5] (TPs).
After fusion, TPs are fed into a bag-of-words (BoW) modelling
for event recognition. The novelty of this work resides in
the application of a feature-level fusion scheme to the scene
descriptor presented in [5], for the extension to the multiple
view case.
A. Fusing information from multiple views
Many researchers over the years have tackled the problem
of occlusions when dealing with video data from a single point
of view (POV) [6]. Nevertheless, such systems are inherently
unable to deal with the problem [4], and thus, fusion of
evidence from multiple views is seen as a solution, despite
the additional challenges and overhead.
When dealing with evidence collected from an array of
multiple sensors, or specifically cameras, three approaches can

be found in the literature, namely: decision-level fusion, modellevel fusion, and feature-level fusion [7]. At the decision level,
fusion normally consists of a voting or ranking scheme: the
event detection algorithm is run in parallel for all views, and
then a decision is taken based on the quality or confidence of
the responses. Nevertheless, finding the appropriate decision
rules is not a straightforward task. When dealing with fusion
at the model level, features from the different views are fed
into the model during the training stage. This can be done
regardless of the original view [8], or with view-labelled
information [9]. This allows the model to learn one single
model for all views; however, it requires changes in the
learning scheme. Finally, fusion can also be dealt with at the
feature level, in which synchronisation of the multiple views
is required. Complex, multi-view features can be then easily
obtained, either by concatenating [8] or averaging [10] the
features from each view. The most important advantage of
this latest technique is the fact that it can be implemented
effortlessly, the model is not affected, and it does not require an
additional weighting or voting mechanism. The main drawback
of the concatenation approach is that the dimensionality of the
feature grows linearly with the number of views, and this has
an impact on the model learning stage.
B. Event recognition and tracklet exploitation
According to the review of the field by Sodemann et
al. [3], techniques for anomaly detection in groups of people
can be very diverse, depending on the assumptions taken. In
their work, techniques for anomaly detection in automated
surveillance are analysed across five aspects: surveillance
target, anomaly definitions and assumptions, types of sensors
used and the feature extraction processes, learning methods,
and modelling algorithms.
With regard to the definitions of anomaly and assumptions
that are made, the authors in [3] state most reviewed methods
for anomalous behaviours model only ‘normal’ events, thus
considering that anything which does not fit the model can
be considered to be ‘abnormal’; the major drawback of such
approaches is related to an insufficient amount of training
examples that cover all possible normal behaviours, which
leads to high rates of false positives. In contrast to this
approach, some methods model only abnormalities, with a similar outcome: many anomalous behaviours might be missed, if
they have not been previously trained by the system. When the
anomalous events are well defined and well represented in the
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dataset, the approach likely to give better results is that where
both normal and abnormal behaviours are modelled. When
the methods define more than two classes, and the anomalous
events are defined a priori as specific meaningful actions or
occurrences, the problem of anomaly detection falls into the
more general field of event classification, where surveillance
videos are given a meaning based on the labelling of events.
Supporting this same idea, Ballan et al. [11] imply that the
recognition of crowd events, and the recognition of actions,
performed by a single actor using a single camera, have much
in common, since the event modelling techniques can be quite
similar, if not the same, regardless of the feature being used,
which will vary depending on the case.
Furthermore, regarding feature extraction methods, the
authors in [3] state that those methods employing visible light
cameras as their primary sensor can be broken down into
two categories: 1) those which perform some sort of target
tracking or identification; and 2) those that extract general
motion patterns from the image at the pixel level (low-level
features). Examples of the latter can be found in [12]–[16],
where the authors use sparse optical flow [12]; or alternatively,
the Kanade-Lucas-Tomasi (KLT) tracker [13]; a tracker of
Features from Accelerated Segment Test (FAST) points [14];
or dense trajectories [15]. The main limitation of this low-level
feature for motion pattern extraction is that it can only be used
to detect anomalies that involve a majority or all of the targets,
thus making it unsuitable when abnormalities can affect only
one person in the scene.
Two special cases are those shown by Dee and Caplier [17],
or Zhu et al. [16]. In [17], the KLT tracker is used as in [13],
but in this case, tracklets are obtained for a series of regions
of interest (ROIs), based on the detection of people using a
Histogram of Oriented Gradients (HOG) pedestrian detector,
rather than on isolated interest points. The tracklets extracted in
this way, are then used to build histograms of motion direction
(HMDs), which analyse the direction of motion of the subjects
in the scene. Similarly, in [16], particle advection, with a
clustering, is employed to aggregate the particles into groups,
that roughly match moving body parts.
The idea of TPs used in the present paper is to some
extent similar to HMDs, although there are several important
differences: Firstly, TPs are scene descriptors (some examples
are shown in Fig. 1), which can be exploited in different
ways, either directly (depending on their size), or by means
of histograms (e.g. polar histograms); in contrast, HMDs are
1D histograms of motion directions. Secondly, HMDs do not
account for differences in speed among the tracklets, whereas
TPs do. Finally, the authors in [17] obtain one HMD to
describe each video sequence, as opposed to the proposed
idea, in which TPs are obtained for short intervals of time, to
describe the situation at a given point in time, thus being useful
as descriptors that are suitable for a further BoW modelling
of the video sequence. This second feature might also be
advantageous for future real-time applications.
II.

M ETHODOLOGY

In relation to the five aspects analysed in [3] the present
work could be defined as: 1) having large groups of pedestrians
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Fig. 1. Example of different tracklet plots (TPs). a) Ordered group of people
walking at the same speed and direction; b) a fast biker (b.2) and a slower
pedestrian (b.1); c) Two people walking in perpendicular directions; d) A
chaotic situation, where people run away. Pictures are shown in inverted colour
and enhanced contrast.

as target (sparse crowds); 2) considering the problem as a
multi-class event recognition task (modelling both normal and
abnormal events); 3) using visible light cameras and highlevel features from identified targets; 4) using k-Means for
unsupervised feature clustering; and 5) using a Bag-of-Words
modelling for the video sequences. Furthermore, two more
assumptions are made, namely: the cameras have overlapping
fields of view (FOV), and are situated high enough, and tilted
towards the floor, so that the size of the pedestrians close to
the camera is roughly the same as that of those further away
from it; thus, no calibration of the scene is required.
The presented method, fuses evidence from multiple cameras at the feature level (synchronisation of the views is
performed), and is based on TPs, which represent the motion
patterns of the people in each of the views. In this section
the whole process is described (Fig. 2): from people tracking,
to feature extraction and fusion, to the recognition of video
sequences based on the BoW modelling that takes place at the
training stage.
A. Feature extraction from each view
The presented algorithm uses data from tracking for the
generation of TPs. These plots represent the motion patterns
of the people visible from one of the cameras for a given
timespan. Thus, the first step consists of a multi-target tracking on each individual view (see Sec. III-A1 for details on
initialisation). Following that, the obtained tracklets for each
view are centered, scaled and plotted into a matrix (a TP, one
per view). Different matrices will represent different situations
in the scene, as is depicted in Fig. 1.
1) Tracking multiple targets: To track multiple people in a
scene, a ‘Particle Filter’-based (PF) tracker is employed [18].
This type of trackers requires the definition of initialisation
seeds. These are normally defined as ROIs where the objects
of interest are located. After those seeds are defined, the
algorithm then proceeds to track these objects in subsequent
frames of the video automatically. This tracker is run in parallel
for each of the several persons that are found in the scene for
a short period of time. The reason for taking short periods of
time to track is two-fold: Firstly, it allows the description of the
situation over short periods of time, thus the system would be
able to give responses more frequently; secondly, it is known
that tracking algorithms that do not update their model will
fail to track for long periods of time. It is worth noting at this
point, that the presented algorithm does not intend to perfectly
track all the people in the scene, or to do so for long periods
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Fig. 2. Overview of the presented method. Tracklet plot histograms (TPHs) are extracted from each view independently, and are then combined into one
feature, the multi-view tracklet plot histogram (MV-TPH). These features are then used during the training stage.

of time; but rather, it employs a tracking algorithm to obtain
cues that are useful to determine the motion patterns of people.
After tracking is performed using the PF tracker, an optional
step in which the centroid of the bounding boxes of the tracked
objects are filtered using a Kalman filter can be applied.
2) Tracklet plots: Once the tracklets are obtained for all
the people in the scene over a given time span, these are then
plotted into a square image. To do so, they are first normalised
to the length of the longest track, and centred into the image.
The procedure is as follows: 1) The bounding box is obtained
for each track; 2) These bounding boxes are then ordered
according to the size of their hypotenuse (descending order);
3) An empty, square image of size equal to the biggest side of
the selected track is created; 4) The tracks are then plotted into
this image. As a final step, the square images are resized to
a normalised size, so that comparison is easier in subsequent
steps of the algorithm. This process is applied to each view
separately, thus, for a given frame of the video, there will be
as many TPs as different views there are.
3) Polar histogram extraction: Tracklet plots have very
high dimensionality. If it is assumed that the sides of the square
image is set to s pixels. That would entail s2 dimensions, or
different intensity values, most of which would be zero, due
to the sparse nature of the plot image. As a first step to reduce
the dimensionality, a polar histogram extraction is proposed.
Polar histograms have two interesting properties, since the
different directions of motion and the velocity differences can
be accounted for, through the different sectors and circular
sections, respectively (Fig. 3).
B. Fusion of features from multiple views
Once the polar histograms are extracted for each of the
TPs that describe each of the multiple views (this histograms
will be called TP histograms —or TPHs), a fusion at the
feature level is applied by concatenating the features from each
view. The selection of this fusion technique is justified by its
simplicity, since it will allow the system to extend to multiple
views without changes in the modelling, or without the need
for an additional decision mechanism. To avoid its main
drawback, dimensionality reduction is applied to the feature,
so that the size of the feature does not grow linearly with the
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Fig. 3. Example of polar histogram, showing sectors (given by angles γ);
as well as circular sections (given by a radius ρ). The max value defines the
size of the tracklet plot image.

number of cameras. Different tests have been conducted with
Principal Component Analysis (PCA, linear) [19], Kernel PCA
(with a Gaussian kernel) [20], Isomap [21], and Semidefinite
Embedding (SDE) [22], [23], which is also known as Maximum Variance Unfolding (MVU). See Section III for further
details.
C. Bag-of-Words modelling
After the TPHs from each view have been combined into
one large feature, each video sequence is defined as a series
of multi-view TPHs (MV-TPH).
The BoW modelling was first applied to the categorisation
of text documents in a corpus [11], [24], and introduced the
concept of key word frequency histograms. As an analogy to
the categorisation of texts, each video sequence is a document,
and each MV-TPH is a word within a document. Thus, a video
sequence (s) can be replaced by a sequence of MV-TPHs (Hs ).
The different categories represent each of the events to be
recognised. Thus, the histograms of key word frequencies are
calculated as follows (Fig. 4):
1) Key word extraction: First, all MV-TPHs (words) are
fed into a k-Means clustering algorithm, regardless of the
category or document they come from. Once the algorithm
is run, K different key words are obtained, as the centres of
the K clusters.
2) Generation of key word sequences: Then, each word
(MV-TPH) in every video sequence is substituted by the
nearest key word. This yields sequences of key words (Ws ).
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MV-TPH1 MV-TPH2 MV-TPH3 MV-TPH4 MV-TPH5

W1

W1

W2

W2
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...
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ηs
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Fig. 4. Summarisation of the Bag-of-Words modelling, in which sequences of
MV-TPH histograms (Hs ) are fed as input. The output consists of histograms
of key word frequencies (ηs ).
TABLE I.
Category
Normal
Abnormal
Chaotic

C HARACTERISTICS OF THE DATASET.

Description
Group(s) walking, crossing
Deviations from the group
Panic event (dispersion)

# of sequences
9
5
3

Length
5min 00s
2min 56s
1min 04s

3) Histogram of key word frequencies: To generate this
histogram (ηs ), the times each key word appears in a video
sequence is counted. Furthermore, these histograms are normalised to sum 1, to account for differences in the length of
the video sequences.
4) k-NN recognition: Finally, in the recognition stage, a kNearest-Neighbour (k-NN) algorithm is used to determine the
category according to the document (video sequence) with the
most similar distribution of key words.
III.

E XPERIMENTATION

Several experiments have been conducted to validate the
presented approach. In this section, the details about the
dataset, parameters and different other set-up requirements are
presented.
A. Dataset
All experiments have been conducted using the Penrhyn
Road Campus dataset [5], which consists of 17 video sequences with 20 actors performing different group behaviours.
The data was captured from four different viewpoints: two
cameras were located on the second floor, and two located on
the fourth floor of the same building; all tilted downwards,
overlooking the courtyard at the Penrhyn Road campus in
Kingston University (Table I, Fig. 5).
1) Ground truth labelling: For the generation of the TPs,
a tracking algorithm based on PF is employed, which requires
initialisation seeds, or ROIs of the objects to track, for its
functioning. This labelling of the video sequences has been
manually provided every ∆ frames, which is the time interval
required for the generation of one TP.
B. Set-up and validation
1) Cross-validation and Parameters: The validation of the
method is based on a leave-one-sequence-out cross-validation
(LOOCV). Under this scheme, all sequences except for one
are taken to train the model, and the left-out sequence is used
for testing. This is done for all the folds, that is, by leaving
one sequence for test at each fold.

Fig. 5. An example of the four-view dataset employed, with superimposed
tracklets in green, and tracklet plots. Some tracking error can be observed in
the bottom-right view.
TABLE II.

PARAMETERS USED FOR THE VALIDATION OF THE METHOD .
Parameter
time interval (∆)
TP image size
polar histogram bins
k-Means K (key words)
k-Means iter
BoW reps

Value or range
50 frames
100 × 100 pixels
6 × 8 bins
2–64 key words
3 iterations
5 repetitions

Furthermore, a K-Fold cross-validation, with a decreasing
number of folds, is employed to show the decay in the recognition based on the number of training examples available.
All the steps through the process involve a number of
parameter decisions, set as shown in Table II. The parameter
iter refers to the number of iterations that the k-Means
algorithm is run during the BoW model training; the reason
for running the algorithm several times has to do with the
differences in the quality of the clustering outcome. The
parameter reps is the number of times that the BoW is run
per test.
2) View synchronisation: Before the features can be concatenated, the video streams from each of the multiple viewpoints must be synchronised, so that what is described by the
features is the same, as seen from each POV. This has been
done manually as a previous step, but only needs to be done
once, as a set-up step. After the video streams are synchronised, feature fusion is performed through concatenation.
3) Distance measure: The Bag-of-Words modelling process, which was employed in our experiments, involves two
steps in which distance measures are required: 1) To find the
nearest key word; and 2) to find the most similar distribution
of key words. In both cases, the Jeffrey distance (defined as the
average of the two Kullback-Leibler divergences, i.e. KL(p, q)
and KL(q, p)) is employed.
4) Dimensionality Reduction: As mentioned in section II-B, different tests have been conducted with different
dimensionality reduction techniques (Table III).

TABLE III.

TABLE V.

D IMENSIONALITY REDUCTION PARAMETERS AND FINAL
DIMENSIONS

Method
Original combined feature
PCA
Gaussian KPCA
PCA
Gaussian KPCA
Isomap
SDE/MVU

Method
Original
PCA
KPCA Gaussian
SDE/MVU
Isomap

Number of dimensions
(4 × 48) = 192
30∗
30∗
25∗
25∗
20
7

Accuracy (no KF)
82.35% (K=20)
70.59% (K=2)
70.59% (K=11, 29)
70.59% (K=20)
82.35% (K=17)

Accuracy (KF)
70.59% (K=20)
76.47% (K=15)
70.59% (K=16, 20)
70.59% (K=19)
64.71% (K=11, 14...)

100%

≥ 80% of variance.

TABLE IV.
Camera
View 1
View 2
View 3
View 4

K=3

R ESULTS FOR EACH VIEWPOINT SEPARATELY
Accuracy (no KF)
64.71% (K=9)
70.59% (K=12, 22)
70.59% (K=8)
82.35% (K=6)

Accuracy (KF)
70.59% (K=13, 26)
64.71% (K=17, 23)
76.47% (K=11)
70.59% (K=14,28)

Accuracy

∗

Parameters
–
‘no KF’ dataset
‘no KF’ dataset
‘KF’ dataset
‘KF’ dataset
radius = 5
–

R ESULTS FOR MULTI - VIEW FUSION

K=5
K = 16

50%

K = 34
K = 37
K = 46
K = 52
0%

IV.

R ESULTS AND D ISCUSSION

10

5

4

3

2

Number of folds in K-Folds cross-validation

All presented results have been run twice, both when
using the optional Kalman filtering step on the tracklets
(Section II-A), labelled as ‘KF’ on the result tables; or without
it, ‘no KF’.
A. Results for each view separately (baseline)
As a first experiment, the whole process has been run
separately on each view, both for comparison purposes, and as
a control. Results for this experiment are shown on Table IV.
These results show dissimilar outcomes depending on the
cameras. It can be concluded that some views allow a better
understanding of the scene, based, perhaps, on the fact that
the amount of occlusions is different in each camera, and
that tracking can be impeded depending on this, as well as
other factors. Furthermore, it is worth noting that in general
terms, the use of the Kalman filtering seems redundant, since
results are the same or slightly better when this optional step is
not applied. This seems to be due the applied filter removing
relevant information, apart from noise.
B. Results with multi-view fusion
Once the baseline is defined, the next experiment consists
in comparing the results of each separate view to the result
obtained when the features from all four views are combined
into one, yielding multi-view features (MV-TPH).
From the results (Table V), it can be concluded that, when
fusing at the feature level, the accuracy of the method is as
high as the best-performing single view available; this seems to
show that the fusion of information is not causing an overhead,
but rather it facilitates for the best available decision to be
taken. In this case as well, it can be seen that the Kalman
filtering step is not required for the improvement of the results.
C. Comparing different dimensionality reduction techniques
The purpose in this set of experiments is to compare
different dimensionality reduction techniques, which are applied over the multi-view combined feature. Table V shows
the results for each method, which has been run with the
parameters specified in Table III.

Fig. 6. Results of the K-fold cross-validation test on decreasing number
of folds. The different series represent different values for the k-means K
parameter (key words) that give the best results.

From the results it can be seen that, when applying Isomap
to the dataset, the behaviour corresponds to that of the original
combined feature (82.35%), but with the advantage of a
much lower dimensionality, which is reduced by one order
of magnitude from the original 192 dimensions, to 20. It is
also worth noting that, even if the accuracy falls to 70.59%
when using SDE/MVU, the dimensionality reduction is drastic
in that case, reducing to only 7.
D. Comparison of K-fold cross-validation results
Finally, this last experiment shows how the system responds to different sizes for the training set. For this reason,
a K-Fold cross-validation is applied, with a varying number
of folds each time. Experiments were run with 5 different
configurations: 10-fold (90% for training, 10% for test); 5fold (80% for training, 20% for test); 4-fold (75% for training,
25% for test); 3-fold ( 23 for training, 13 for test); and 2-fold
(50% for each set). Furthermore, the experiment was run 5
times for each number of key words (K = {2, ..., 64}), over
the combined feature, totalling 1,575 experiments. Figure 6
shows the results for the best values of K for all the folds.
From the results, it can be seen that the general trend is
towards a lower recognition rate as the number of sequences
for training is reduced (as would be normally expected); this
is specially true for those series where K = 5 and K = 46.
The other five series do not show such a clear trend, although
it can also be observed that the values for the 2-fold crossvalidation are lower than for those where the number of folds
was higher.
V.

C ONCLUSION

In this work, a method was presented, in which evidence
from multiple viewpoints was combined. Our novelty resides
in the fact that it could demonstrated that TPs can be combined

into one single multi-view feature without a loss in performance.
It is worth mentioning that it could be interesting to try
other types of histogram, which could capture the motion
directions and velocities separately, rather than with a polar
histogram, in which each bin captures both the motion direction and speed (the further a bin is from the centre, the
faster the motion represented by the tracks in that bin are).
Additionally, it could be interesting to rotate the sectors to
fit the dominant motion depicted in the TPs, so that that
motion is not split into separate bins. Additionally, more
experiments should be performed using multi-view multipedestrian benchmark datasets, such as PETS 2010 [25]. Other
benchmark datasets exist, as in [26], but do not fit the purpose
of this work, since they only include data from a single view.
Furthermore, when synchronising the available video
streams, a feature-level fusion method by concatenation could
be effortlessly applied. The presented system was able to
recognise specific events in large groups of people from
multiple cameras, and to perform equally well as compared
to the best view available. In this regard, model- and decisionlevel fusion techniques are to be tested as future work.
Finally, the dimension of the concatenated feature could
be reduced by one order of magnitude without loss in the performance rate; however, it could be interesting to apply more
techniques, such as LLE [27]; or to apply the same techniques
with alternative configurations; for instance, Isomap, which
currently performs as well as the non-reduced data, could be
applied with a kNN rather than a fixed radius.
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P. Climent-Pérez, A. Mauduit, D. N. Monekosso, and P. Remagnino,
“Detecting events in crowded scenes using tracklet plots,” in Proceedings of the International Conference on Computer Vision Theory and
Applications (to appear), 2014.
M. Thida, Y. L. Yong, P. Climent-Pérez, H.-l. Eng, and P. Remagnino,
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