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Abstract. This paper presents a novel multi-view human action recognition approach based on a bag-of-key-poses. In the case of multi-view
scenarios, it is especially difficult to perform accurate action recognition that still runs at an admissible recognition speed. The presented
method aims to fill this gap by combining a silhouette-based pose representation with a simple, yet effective multi-view learning approach based
on Model Fusion. Action classification is performed through efficient sequence matching and by the comparison of successive key poses which
are evaluated on both feature similarity and match relevance. Experimentation on the MuHAVi dataset shows that the method outperforms
currently available recognition rates and is exceptionally robust to actorvariance. Temporal evaluation confirms the method’s suitability for realtime recognition.
Keywords: human action recognition, multi-view action recognition,
key pose, bag-of-key-poses, MuHAVi dataset
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Introduction

In human action recognition based on vision techniques, one of the first questions to address is if a single- or a multi-view based approach should be chosen.
Some application scenarios (e.g. interactive robots) or field of view (FOV) restrictions (e.g. in automotive systems) can limit the number of available camera
views to only one. Nevertheless, due to the reduction of costs and the increase
of popularity of outdoor and indoor cameras, there are commonly several cameras installed covering the same FOV. Especially in human action recognition,
one camera can be insufficient due to partial occlusions (objects like furniture
could be in the way, but also other persons) and ambiguous or unfavorable viewing angles. While great effort has been made in the last ten years to improve
single-view human action recognition in order to achieve high recognition rates
and satisfying recognition speeds [1, 2], there are still few successful multi-view
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methods [3]. The main reasons for this situation are: 1) the additional increase
of difficulty in learning from multiple views, because the combination of multiview data leads to a greater data variance and complex learning models; and
2) the resulting decrease of recognition speed, as at least two views need to be
processed and analysed (or chosen from).
In this paper, we present a multi-view human action recognition method
which targets the two aforementioned difficulties. With a simple silhouette-based
pose representation, an efficient combination of multiple views is achieved by
a learning approach based on Model Fusion using a bag-of-key-poses, similar
to the bag-of-words paradigm. This leads us to a very effective method that
outperforms current state-of-the-art recognition rates and still maintains its realtime suitability. At the same time, no restrictions are imposed about the points
of view (POV), besides of training-testing coincidence.
The remainder of this paper is organized as follows: Section 2 summarizes
recent works on human action recognition, emphasising the different ways of
combining data from multiple views. Section 3 details the chosen pose representation which is used in section 4 as input for the learning process. In section 5,
action recognition through sequence matching is detailed. The obtained results
of recognition accuracy and speed are presented in section 6. Section 7 presents
some conclusions and discussion.
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Related Work

Regarding the type of input features used for classification in human action
recognition, we can divide between global and local approaches. The former
takes into account the whole image or a specific region of interest (ROI), normally defined by motion’s location. In this sense, [4] presented an encoding of
temporal evolution and spatial location of motion over a sequence of frames
(Motion History- and Energy-Images). This has been extended by [5] to a 3D
Motion History Volume in order to obtain a free-viewpoint representation. A
similar goal is pursued in [6], where the temporal dimension is considered explicitly building space-time volumes based on a sequence of binary silhouettes.
Space-time saliency and orientation features are used for action recognition, detection and clustering. In local or sparse representations, research interest lies
in obtaining and encoding a set of points of spatial and temporal interest. Consequently, several works extended traditional salient point detectors to 3D in
order to capture motion clues [7–9]. A different proposal is given at [10], where
oriented rectangular patches combined with a histogram-based approach and
Dynamic Time Warping (DTW) showed great effectiveness. For greater detail
about the state-of-the-art of human action recognition we refer to [1, 11].
More specifically, in multi-view scenarios, different levels of combination of
visual data obtained from multiple views can be found. At the uppermost stage,
information fusion is applied at decision-level. In other words, single-view human action recognition methods are applied individually for each view, and in
the final recognition phase the test video sequence is matched with the best-view.
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Examples are found in [12–14], where the best view is chosen based on classification outputs as lowest distance, highest score/probability of feature matching,
number of detected features, majority voting, etc; or on criteria depending on
the input data like the view with the biggest ROI or the best retrieved silhouette.
Naturally, this type of multi-view action recognition is the most straightforward
and simple option, and its great advantage is the ease of transition from single- to
multi-view. Nevertheless, its major difficulty is the definition of an appropriate
decision rule, as this strongly depends on the application scenario and the nature
of the actions to recognize. Furthermore, when dealing with a greater number of
views, parallel execution of single-view action recognition methods would require
a distributed approach in order to maintain an acceptable recognition speed.
At the underneath level, the so-called Model Fusion aims to consider multiple
views in the model learning phase. This can be done either implicitly, feeding the
classifier with images ignoring their viewing angle [13], or explicitly, adapting the
learning process to multiple views [15]. This approach can have clear performance
advantages over the former, since a single learning process enables multi-view
recognition. The main difficulty is to successfully change the learning scheme.
Differences can be found whether or not possible POV are restricted and if a 2D
or 3D model is chosen.
Another common approach is to inherently learn features proceeding from
multiple views by applying Feature Fusion. The combination of multiple features
in order to be considered as a single complex feature can be achieved, for instance,
by concatenating [13] or averaging [12] the single-view features. Similarly to the
information fusion applied at decision-level, combination of this technique with
single-view action recognition methods is relatively effortless. Nonetheless, the
complexity of classification may increase when adding further views.
Finally, in [16, 17], Data Fusion is applied, since binary silhouettes obtained
from multiple views are considered as 3D data before applying any feature extraction. The appeal of this level of information fusion lies in avoiding multiple
information loss when generating features from raw data. However, it requires
observations which can be fused and compatible feature generations.
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Silhouette-based Pose Representation

As introduced in section 1, our method uses a silhouette-based pose representation as input feature. Specifically, the contour points P = {p1 , p2 , ..., pn } of the
silhouettes (extracted with a border following algorithm [18]) are used, as these
preserve the spatial information but ignore the redundant interior points. Advantages of contour-based features lie in resistance to small viewpoint variations
or lightning changes [19], and in the fact that morphological pre-processing steps
are not needed. Concretely, we use the work by Dedeoğlu et al. presented in [20]
and described shortly as follows:
1. Defining pi = (xi , yi ), the center of mass Cm = (xc , yc ) is obtained as:
Pn
Pn
yi
i=1 xi
, yc = i=1
.
xc =
n
n

(1)
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2. A distance signal DS = {d1 , d2 , ..., dn } is generated, whose elements are
defined as the Euclidean distance between each point and the center of mass:
di = kCm − pi k,

∀i ∈ [1...n] .

(2)

3. Defining a constant size L of the distance signal and normalising its values
to unit sum, scale-invariance is achieved:
 n 
ˆ
,
DS[i]
= DS i ∗
L

∀i ∈ [1...L] ,

(3)

ˆ
DS[i]
¯
DS[i]
= PL
,
ˆ
i=1 DS[i]

∀i ∈ [1...L] .

(4)

As further detailed in section 6, this feature successfully encodes spatial information and its generation presents a very low computational cost.
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Model Fusion of Multiple Views

Once all the video frames are processed to their silhouette-based pose representation, these samples are reduced to a representative subset of key poses, the
bag-of-key-poses, which represents the most characteristic poses in time. The
motivation behind using key poses is to distinguish one action from another
based on a few individual poses, achieving this way a significant decrease of the
problem scale by omitting redundant data.
4.1

Learning a Bag-of-Key-Poses

Figure 1 shows an overview of the learning process. Let us suppose there are M
available view points and R action classes to learn. Considering a single action a,
all the pose representations are reduced to K key poses per-view. This means that
the pose representations of each view are considered separately so as to simplify
the key pose generation process. Key poses are obtained by K-means clustering
with Euclidean distance. Taking the cluster centers as the representatives of each
group of the training data, K key poses are generated. This process is repeated
for each action class ending up with a bag-of-key-poses of R × K × M key poses.
With this definition, the bag-of-key-poses is made up of the most characteristic poses of multiple views. However, some key poses could be more discriminative than others if they can be only found in a specific action. On the other hand,
key poses that represent very characteristic, but also very common poses (e.g.
standing still) could provide a poor discriminative value as they are present in a
wide variety of actions. For this reason, all available pose representations from
all views and action classes are assigned to their nearest neighbor key pose of
the bag-of-key-poses (based on the Euclidean distance between their features),
and the ratio of within class matches is computed to be used later as the weight
w of each key pose:
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(
w=

matches
assignments

0

if assignments > 0 ,
otherwise .

(5)

Fig. 1. Overview of the generation process of the bag-of-key-poses

4.2

Learning Sequences of Key Poses

So far, no temporal aspects have been taken into account, and frame-by-frame
recognition could be handled without considering any particular motion order.
Nevertheless, as video sequences of action performances are used for training,
valuable information about the temporal evolution of silhouettes is available.
Similarly, in an on-line recognition scenario, silhouettes would be acquired in
the particular order of the subject’s performance.
Consequently, the long-term temporal evolution of key poses can be modelled
by finding, for all available training sequences, the nearest neighbor key pose kp
of each video frame’s pose representation. The corresponding successive nearest
neighbor key poses compose a simplified sequence of known key poses and their
temporal evolution: S = {kp1 , kp2 , ..., kpt }. In this step, not only the temporal
order of appearance of key poses is modelled, but the training data is also shifted
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to the shared and defined domain of the bag-of-key-poses, what leads to noise
and outlier filtering.
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Action Sequence Recognition

At the recognition stage, the same procedure is initially performed: 1) the frames
of the test video sequence are processed to their pose representation; and 2)
the corresponding sequence of key poses is built by obtaining the successive
nearest neighbor key poses. At this point, the recognition problem can be solved
with a sequence matching algorithm. For this purpose, DTW has been chosen
because it shows proficiency in temporal alignment of sequences that share the
same temporal order, but could present inconsistent lengths, accelerations and
decelerations. This is exactly our case, since action performances among humans
of different age or condition can vary in speed, and the involved parts can present
different motion paces.
Given two sequences of key poses Strain = {kp1 , kp2 , ..., kpt } and Stest =
{kp01 , kp02 , ..., kp0u } we compute the DTW distance dDT W (Strain , Stest ) as:
dDT W (Strain , Stest ) = dtw (t, u) ,

(6)



 dtw (i − 1, j) , 
dtw (i, j) = min dtw (i, j − 1) ,
+ d(kpi , kp0j ) ,


dtw (i − 1, j − 1)

(7)

where d(kpi , kp0j ) is the distance between two key poses whose weights are respectively wi and wj0 . This distance takes into account the distance of the features
and the relevance of the specific match of key poses. In short, priority is given to
matches between very discriminative key poses: if their distance is low, it should
be decreased; if it is high, it should be increased. The distance is obtained as
follows:
1. Let average distance be the average Euclidean distance between features
obtained at the training stage. The signed deviation of the distance between
the key pose features is defined as:
dev(i, j) = |kpi − kp0j | − average distance .

(8)

2. The relevance rel(i, j) of the match of key poses is obtained by correlating
the deviation of the feature distance with the weights of the key poses. In
this way, feature distances close to average are considered as irrelevant:
rel(i, j) = |dev(i, j) ∗ wi ∗ wj0 | .

(9)

3. This relevance is added to the feature distance in order to obtain the key
pose distance:
d(kpi , kp0j ) = |kpi − kp0j | + v rel(i, j) ,

(10)

where the value of v is decided based upon the desired behavior, which is
summarized in the following table.
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Table 1. Value of v based on the pairing of key poses and the signed deviation.
Key poses are understood as ambiguous when their weights are under 10%, and as
discriminative when they are over 90%. (These values have been chosen empirically.)
Signed deviation
Pairing
dev(i, j) < 0
both discriminative
dev(i, j) > 0
both discriminative
any
both ambiguous
any
a discriminative and an ambiguous

v
−1
+1
−1
+1

In discriminative pairings, i.e. key poses with high weights, matches are very
significant, as these are the key poses that uniquely distinguish one action from
another. Therefore, their relevance will decrease the key pose distance if the
signed deviation is below zero, or increase it if it is above zero. On the other
hand, when both key poses are ambiguous, i.e. they have low weights, these
pairings should not be considered as important as the rest. That is why a negative
relevance is used so as to reduce the influence of their distance. Lastly, a pairing
of a discriminative key pose and an ambiguous one will be unfavored, since both
should be able to find matches with similar weights. In the remaining cases of
pairings which are not shown in Table 1, the same value as for both discriminative
pairings is used.
In conclusion, this weight tuning scheme allows us to influence the behavior
of the sequence matching algorithm by favoring those matches from which we
know that they are important, and disfavoring those which are not.
Finally, evaluating the DTW distance between the test sequence and the
previously learned training sequences, the nearest neighbor sequence of key poses
is found for each view, and the label of the closest match supplies the final
result. Hence, the best matching view is used and single-view action recognition
is supported if necessary.
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Experimentation

In order to analyse the performance of the proposed multi-view action recognition method, the MuHAVi [21] dataset has been chosen. This dataset includes
multi-view images of a resolution of 720x576 px in complex background and
lightning conditions. Specifically, the MuHAVi-MAS (Manually Annotated Silhouettes) is used as it provides silhouettes for two different views (front-side and
45◦ angle). Two actors were recorded performing 14, or 8 actions in its simplified
version. The authors of this dataset introduced two additional tests so as to verify the actor- and view-invariance of the method. These tests give further insight
of the method’s behavior when training and testing conditions differ. Only the
actor-invariance test has been applied because the introduced view-invariance
test does not support multi-view learning.
Furthermore, not only the achieved results are compared with those of similar
state-of-the-art methods, but also a different type of data fusion from multiple
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views has been developed with the purpose of verifying the chosen Model Fusion
approach. In this sense, Feature Fusion based on concatenation of features as
proposed in [13] is used to obtain a multi-view pose representation. Simplifying
the proposed method to only one view, made up of multi-view pose representations, the algorithm is used as before. Lastly, results without any type of data
fusion are obtained. In this case, the system is fed with video sequences ignoring
from which view they come from, and at testing each view is considered as an
independent test sequence.
The constant parameters of the presented method L, the feature size, and
K, the number of key poses per action class (and per view in the case of Model
Fusion), are detailed for the best results achieved.
6.1

Leave-one-sequence-out Cross Validation

In leave-one-sequence-out cross validation, one fold per sequence is executed,
i.e. all but one sequence are used for training and the remaining one is used
for testing. This procedure is repeated for each possible test sequence, and the
accuracy scores are averaged. Figure 2 shows the obtained confusion matrix for
MuHAVi-14 in which it can be seen that only 4 sequences are misclassified,
achieving a final recognition rate of 94.1%. Furthermore, the matrix shows that
errors are mostly made between very similar actions as StandupLeft and StandupRight. On MuHAVi-8 (see figure 3) only one sequence is misclassified and a
final recognition rate of 98.5% is reached.

Fig. 2. Confusion matrix of the leave-one-sequence-out cross validation on the
MuHAVi-14 dataset

Table 2 shows the results that have been achieved with the Feature Fusion
approach or without considering any multi-view recognition. It can be seen that
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Fig. 3. Confusion matrix of the leave-one-sequence-out cross validation on the
MuHAVi-8 dataset

Model Fusion clearly outperforms these methods, and that a significant improvement is obtained when multiple views are learned explicitly at the model level.
Moreover, in comparison with the baseline and the latest and highest recognition
rates achieved by other state-of-the-art methods, our approach presents, to the
best of our knowledge, the best result so far on the MuHAVi-14 dataset.
Table 2. Comparison of our results with similar state-of-the-art approaches on the
MuHAVi dataset (all use leave-one-sequence-out cross validation)
Approach
MuHAVi-14
Singh et al. [21] (baseline)
82.4%
Cheema et al. [22]
86.0%
Martı́nez-Contreras et al.[23]
Eweiwi et al. [24]
91.9%
Without Fusion
(L = 600, K = 120) 85.3% (L = 350, K
Feature Fusion
(L = 200, K = 140) 92.6% (L = 300, K
Model Fusion
(L = 450, K = 60) 94.1% (L = 250, K

6.2

MuHAVi-8
97.8%
95.6%
98.4%
98.5%
= 60) 95.6%
= 100) 97.1%
= 75) 98.5%

Novel Actor Test

In this section, actor-invariance is tested. For this purpose, all the sequences of
one actor are used for training, whereas the sequences of the second actor are
used for testing. This test is executed twice, interchanging the training and the
testing groups and averaging the accuracy scores. Table 3 shows the results of
the Novel Actor test. Again, Model Fusion achieves significantly better results
than the other methods. Interestingly, Feature Fusion performs worse than the
single-view recognition. This can be attributed to the increased actor-variance
that results of using the multi-view pose representation. These results outperform
the currently available recognition rates by 8.9% and 10.3% respectively.
The presented method performs specially well in this test, because of the
performed shift from sequences of pose representations to sequences of key poses.
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Table 3. Comparison of results of the MuHAVi Novel Actor test
Approach
MuHAVi-14
Singh et al. [21] (baseline)
61.8%
Cheema et al. [22]
73.5%
Eweiwi et al. [24]
77.9%
Without Fusion
(L = 200, K = 80) 81.6% (L = 300, K
Feature Fusion
(L = 200, K = 100) 80.9% (L = 200, K
Model Fusion
(L = 450, K = 60) 86.8% (L = 250, K

MuHAVi-8
76.4%
83.1%
85.3%
= 60) 92.6%
= 100) 91.2%
= 75) 95.6%

This moves the test data domain to our domain of key poses and constitutes an
essential step in the process, as noise and possible dissimilarities between actors
are filtered.
6.3

Temporal Evaluation

As stated beforehand, our work has been driven by the ambition of creating a
multi-view action recognition method which could deal with both the increased
complexity of multi-view learning, and the necessity of an adequate recognition
speed in order to perform real-time action recognition. This guided the decisions that have been taken about the design of the multi-view action recognition
method whose temporal performance is tested in this section.
The temporal evaluation of the presented method has been performed on a
standard PC with an Intel Core 2 Duo CPU at 3 GHz with Windows 7 64-bit.
The method has been implemented using the OpenCV library [25] and the .NET
Framework. All the necessary processing stages have been measured taking the
binary silhouette as input and going trough contour extraction, feature extraction and multi-view learning by Model Fusion or classification by means of sequence matching. No specific hardware optimizations have been performed.
Running the MuHAVi-14 benchmark, each sequence is processed in 1.14 s
achieving a recognition speed of 51 FPS. As MuHAVi-8 presents fewer classes,
the recognition speed rises to 66 FPS, i.e. 0.88 s per sequence.
It is worth mentioning that the presented approach also proofs to be efficient
at the training stage. An average training speed of 39 FPS and 50 FPS has been
measured on MuHAVi-14 and MuHAVi-8 respectively.
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Conclusion and Discussion

In this paper, a multi-view action recognition method based on a bag-of-keyposes has been presented. A simple contour-based feature allows us to obtain a
very efficient pose representation whose most characteristic instances for each
action class and view are learned by means of the bag-of-key-poses. Sequence
matching finally leads to consider the temporal evolution between key poses. The
method obtains highly stable and accurate results and establishes new reference
recognition rates for the MuHAVi dataset. Furthermore, real-time suitability is
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shown in the temporal evaluation because the method performs above video
frequency.
Future work includes experimentation on other datasets with more camera
views. This will foreseeably affect the method’s performance and may require
adjustments in the learning scheme. Nevertheless, the ideal number of camera
views should be determined for each application scenario since FOV conditions
change between indoor and outdoor spaces.
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